
Contents
Editor’s Note

........................ ALEMAYEHU 1

FEATURED ARTICLE 

Knowledge Discovery from Data-
bases and Data Mining: New Para-
digms for Statistics and Data
Analysis?

FRIEDMAN AND

...........................GOLDBERG 1

Letter from the Chair

.................................CAPIZZI 11

BIOPHARMACEUTICAL SECTION NEWS

Minutes of the August 15, 2000
Executive Committee Meeting

.................................CAPIZZI 12

2001 ASA Election Candidates

..............................SNAPINN 14

Joint Statistical Meetings Best Con-
tributed Paper Awards

.............................................ROE 14

The 24th Annual Midwest Biopharma-
ceutical Statistics Workshop

....................................NEZAMIS 15

2000 ASA Fellows

..................................GOULD 15

Biopharmaceutical

Report
Volume 8, No. 2 Fall 2000

Chair: Tom Capizzi Editors: Demissie Alemayehu, Kannan Natarajan, and Ersen Arseven 

Knowledge Discovery from
Databases and Data Mining: 
New Paradigms for Statistics and
Data Analysis?
Herman P. Friedman, M. Phil. and 
Judith D. Goldberg, Sc.D.
Herman P. Friedman is President, Statistical Science and Technology
Associates, Inc.; Judith D. Goldberg is Professor and Director, Biostatis-
tics Division, New York University School of Medicine, 650 First Avenue,
5th Floor, New York, New York 10016 (address for reprints).

Abstract
In this paper, we examine the question of whether or not data mining

and knowledge discovery from data is intrinsically different from statistics
and data analysis. We provide a description of the origins of data mining
and knowledge discovery from data from the data mining perspective and

Editor’s Note
Demissie Alemayehu

This issue of the Biopharmaceutical Report features a paper on the timely
topic of data mining. We hope the paper will provoke further discussion among
statisticians in the biopharmaceutical community, and lead to a better under-
standing of the issues raised by the authors. 

An upcoming issue of the Biopharmaceutical  Report will feature a paper on
challenges and opportunities of Phase IV statistics. The topic will be a natural
extension of the themes of earlier issues (cf. Vol. 7,  No. 2 and Vol.  7, No. 3). We
have been encouraged by the positive feedback we have received on the topics cov-
ered in previous issues. However, if you have ideas for a topic that would be of
interest to our readers, you are welcome to contact one of the editors.

Finally, please make sure to visit the Biopharmaceutical Section’s Web site to
get current information on the Section’s activities, including workshops, awards,
membership listing, and past issues of the Biopharmaceutical Report. The site
can be accessed at www.best.com/~asabp.
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from statistical perspectives. The three classes of methods
that dominate the data mining literature are reviewed. Two
of these methods are classification methods and the third
are methods and procedures for searching for interesting
relationships. Many of the algorithms associated with these
approaches come from the traditional disciplines of statis-
tics, machine learning, neural networks, and artificial intel-
ligence; methods for evaluation are primarily from
statistics. We also examine statistics and data analysis from
a global point of view that includes formal and informal
principles for relating data, theory, and context. We con-
clude that data mining and KDD can be accommodated
within the broad view of data analysis and statistics. Many
opportunities have been created for the data analyst
described by Dempster (1971, see quote on next page). In
particular, we identify opportunities for exploratory analy-
sis of nonexperimental data for statisticians in the pharma-
ceutical industry. Selected references are provided for the
reader to explore further the issues that are raised here.

The data analyst envisaged here is a professional who
sits in a central position among investigators with
data, theoretical statisticians and computer special-
ists. Among these traditional scientific types, he
should serve the objectives of communication and
integration. His direct contributions are to the devel-
opment of new techniques and to the accumulated
experience in the use of many techniques. For this,
he needs the wisdom to evaluate proposed tech-
niques along dimensions of efficiency and resistance
to error, both statistical and computational, and
along the dimension of relevance to the substantive
scientific enterprise involved.

[A. P. Dempster, 1971, p.317]

1.0 Introduction
Today, the ability to collect, store, and retrieve amounts

of data that were unthinkable in the past has led to an
explosion of interest in the analysis of data that reside in
various databases that were collected for many purposes.
How to extract “information” and “knowledge” from such
databases or “data warehouses” has become big business.
And data analysis, as we thought we knew it, has become
“data mining”. Statistical software has become data mining
software (cf., Amstat News, June, 2000). Our tools, S-
PLUS®, SAS®, SPSS®, are now being marketed as data
mining tools. 

In The New York Times, we read that “Boston U. Founds
a Company to Sift Landmark Heart Data” (June, 17, 2000,
p. A9). The new company, Framingham Genomic Medi-
cine, will use the data accumulated since 1948 from the
Framingham Study including genetic data collected more
recently and “assemble the study’s data in ways useful to

companies or scientists. Science (V.288, June 30, 2000, pp
2301-2302) describes a “University Company to Exploit
Heart Data”, that is “a bioinformatics company that will
mine the data”. A comprehensive database will be con-
structed followed by the work to “correlate clinical records
with DNA analyses from blood samples on file, with the
goal of identifying some 50,000 genetic markers in individ-
uals with that are linked to specific abnormalities or dis-
eases.” We note that this landmark follow-up study has
been analyzed by statisticians over many years and has
yielded important observations with respect to risk factors
for coronary disease and new statistical methods (e.g, logis-
tic regression). Now, it is to be ‘mined’!

What happened? Should statisticians be concerned?
What, if anything, is lost? The goal of this paper is to help
the reader to answer these questions and to provide some
selected references and points of view, and to identify some
challenges, and opportunities for statisticians in the analy-
sis of non-experimental data in the biopharmaceutical industry. 

2.0 What is Data Mining?

2.1 Origins of “Data Mining” and
“Knowledge Discovery from
Databases”

The efficiency with which a query can be processed
against a database depends upon the organization of the
physical database. Items that are physically close can be
easily accessed together. The problem that arises is that at
the time of the physical database design, the queries that
will later be requested are often unknown. Early research at
IBM created data streams by monitoring the queries. Clus-
ter analysis was then used to analyze these data streams to
reorganize the physical database (Gorenstein, 1974). In
fact, while studying for his Ph.D., Piatetsky-Shapiro, stud-
ied how a database could optimize itself through machine
learning in 1986 (2000).

As organizations grew in size from expansion or mergers
and acquisitions, the databases within an organization grew
in size, number, and complexity. Database access became
very inefficient and the ability to link records from different
databases within an organization became very difficult, if
not impossible. 

The database suppliers then introduced data warehouse
products. Data warehouses are essentially databases that
can be organized in a modular fashion to meet the needs of
the organization. Thus, instead of attempting to reorganize
and link ‘legacy’ databases, the data warehouse was created.

The term ‘data mining’ was introduced by the database
suppliers to describe software that would search and/or
query the data warehouse for interesting and relevant rela-
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tionships. Of course, interesting and relevant had to be
defined a priori. 

Our guess is that the person or persons who coined the
term ‘data mining’ were not cognizant of pre-existing terms
with negative connotations such as ‘data dredging’.

Piatetsky-Shapiro (2000) organized a workshop in 1989
and was struggling to name it. He rejected the name ‘data
mining’ which was already in use in the database commu-
nity because it seemed “unsexy” (p.1) to him and was
viewed negatively by statisticians. He credits himself with
creating the moniker ‘Knowledge Discovery in Databases’
(KDD) focusing discovery on knowledge. KDD became
popular in the Artificial Intelligence and Machine Learning
communities; but, “the database researchers were on better
speaking terms with the business folks and the press, and
the term ‘data mining’ became much more popular with the
business press.” (p.1). Piatetsky-Shapiro also predicts that
“the data mining industry will overcome the hype stage, and
will merge with the database industry” over the next 10
years (2000). 

Knowledge discovery from databases has been defined
by Fayyad, et al (1996, p.6) as “the non-trivial process of
identifying valid, novel, potentially useful, and ultimately
understandable patterns in data.” In the same paper, data
mining is defined as “a step in the KDD process consisting
of particular data mining algorithms...” (p.9).

2.2 As Viewed by Statisticians

The Encyclopedia of Statistics, Update Vol 3 (Lovell,
1999), defines data mining as referring “to the exaggerated
claims of significance and or forecasting precision generated
by the selective reporting of results obtained when the
structure of the model is determined experimentally by
repeated applications of such procedures as regression
analysis to the same body of data. . . synonymous with ‘data
scrubbing’, data fishing, Darwinian econometrics (survival
of the fittest).”

What follows are several descriptions of data mining from
the recent statistical literature.

David Cox (1995) notes that “Often the term data min-
ing is used in a rather derogatory sense... I understand min-
ing to be a very carefully planned search ... not a haphazard
ramble. Mining, is thus a rewarding but of course danger-
ous activity. It is an interesting issue, very specific to each
subject matter field, as to what extent important conclu-
sions from data ‘lie on the surface’.”

David Hand (1998) describes data mining “as a new dis-
cipline, lying at the interface of statistics, database technol-
ogy, pattern recognition, and machine learning, and
concerned with the secondary analysis of large databases in
order to find previously unsuspected relationships which
are of interest to the database owners.” This is surprising,

since, in his book, Construction and Assessment of Classifica-
tion Rules (1997), he regards “building allocation rules,
supervised pattern recognition, discriminant analysis,
whatever name you like to use for the activity, as a para-
digmatic statistical problem.” (preface) He also recognizes
recent contributions from Computer Science (machine
learning) and concludes that classification is an interdisci-
plinary field. In fact, Hand has a forthcoming book “Princi-
ples of Data Mining”.

Huber (1997, p.304) points out that “On the whole, the
data mining community, mostly coming from data base
management and logic backgrounds, does not yet seem to
be sensitized to the specific problems arising with statisti-
cal data, where relationships hold only on the average, and
where that average can be distorted by selection bias or
similar effects.” 

DuMouchel (1999) views the search for associations in
large databases as one of the tasks of data mining and
applied statistical modeling approaches to screen the FDA
spontaneous reporting database. We will discuss this fur-
ther in Section 5.2.

It is interesting to note that statistical considerations
were recently discussed at KDD meetings and recommen-
dations made such as the need for new data, for cross-val-
idation, for adjustments for multiplicity, and for use of
resampling and randomization methods (Jensen, D.
(2000): Data Snooping, Dredging and Fishing: The Dark Side
of Data Mining). The reader is referred to the SIGKDD web-
site (http://research.microsoft.com/datamine/sigkdd/). 

3.0 Some Methods of Data 
Analysis Used by Data 
Miners

Three classes of methods dominate the data mining lit-
erature. Two of these methods are classification methods
and the third are methods and procedures for searching for
interesting relationships. Many of the algorithms associated
with these approaches come from the traditional disci-
plines of statistics, machine learning, neural networks, and
artificial intelligence; methods for evaluation are primarily
from statistics. Goebel and Gruenwald (1999) provide a
fairly exhaustive survey of the software tools used by data
miners.

3.1 Classification Methods When
the Classes are Known

The problem is to determine classification rules based
on the data and then to assess the performance of the rules.
The usual approach is to determine the rules using a train-
ing set of data and to assess performance on a different
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dataset. Statistical thinking is useful in the development of
an appropriate training set, in screening possible rules for
further evaluation, and in the development of statistical
procedures and criteria for the assessment of reliability,
performance, and generalizability of the rule to new data.
The issues are analogous to those in variable selection for
regression. In machine learning terminology, the computer
is learning from the training set which variables or features
are important in distinguishing the known classes (super-
vised learning).

Neural networks are also being used. However, the per-
formance of the neural network is conditional on knowing
the relevant features. In most instances, other methods are
used to identify the features, and the classification rule is
then developed by the neural network from the training
set.

Some useful references that describe classification
methods with known classes, including methods of recur-
sive portioning, are: Ripley (1996), Hand (1997), McLach-
lin (1992), and Breiman, et al. (1984).

In a recent technical report, J.Friedman, et al (1999)
provides an analysis of a procedure from machine learning
called ‘boosting’. Boosting is a procedure for developing a
high performance classification rule from many low per-
forming rules. In words of the authors, “we show that this
seemingly mysterious phenomenon can be understood in
terms of well known statistical principles, namely additive
modeling and maximum likelihood.” This provides an
excellent example of the interplay of between the develop-
ment of rules and understanding their behavior.

3.2 Classification Methods When
the Classes are Unknown
(Cluster Analysis)

When the classes are unknown, the classes need to be
determined from the data. Cluster analysis is a term used
to describe loosely connected concepts, criteria, and algo-
rithms that mostly result in partitions and/or hierarchical
groupings of observed data. Algorithms for cluster analysis
come from many sources including statistics, machine
learning, pattern recognition, biology, engineering, and
psychology. Statistical research and development efforts
have produced methods for the fitting of mixtures of dis-
tributions, estimation of modes in multivariate density
functions, criteria for comparative evaluation of methods,
testing for the number of clusters, evaluation of consis-
tency of algorithms and criteria, testing goodness-of-fit of
classification structures, and graphical representation and
visualization.

At present, there is limited theory and formalism for
directing the use of clustering and related methods of data
analysis in practice. We have informal guidelines at best.
There is, however, a reasonable consensus that any rational
approach to applications of cluster analysis should con-

sider purpose, selection of objects, type of classification
structure desired, selection and scaling of variables, choice
of algorithm, criteria for evaluation, description of the
meaning and appropriate communication of the proposed
classification. 

To successfully use cluster analysis, one must integrate
the techniques of cluster analysis with the subject matter.
The logic and data structures must reflect meaning and
understanding in the appropriate context.

In order to accomplish this task, expert knowledge of
the subject matter and problem context must be brought to
bear on the key decision points in the process of any analy-
sis that uses current clustering procedures. In the process
of using cluster analysis, different methods may be used on
the same dataset to provide insight and understanding into
the data.

The reader is referred to Arabie, et al. (1996), Fraley and
Raferty (1998), Friedman, H.P. and Rubin (1967), Banfield
and Raferty (1993), Friedman, H.P. (1987), Kaufman and
Rousseeuw (1990), McLachlan and Basford (1988), Mirkin
(1996), and Ripley (1996). There is a Classification Society
of North America that has been meeting annually since
1968 (http://www.pitt.edu/~csna/) and a Journal of Classifica-
tion that is published by Springer. There is also an Interna-
tional Federation of Classification Societies that has been
meeting since 1988 (see Gower, 1988).

Clustering methods and, in particular, model based
clustering consume large amounts of computing resources.
Recent interest in the clustering of massive datasets has led
to the development of new algorithms and approaches to
scale up existing algorithms. A good overview of work in
this area can be found in the forthcoming paper by
Murtagh (2000).

3.3 Searching for Interesting 
Relationships

The concept of searching for interesting relationships
has its philosophical roots in artificial intelligence in the
question, ‘Is there a logic of discovery that is distinct from
a logic of confirmation?’ References to the philosophical
background include Simon (1973, 1977) and Kaplan
(1998). Earlier work in Bayesian econometrics includes
Leamer (1978). With a stretch, one might consider Gly-
mour, et al (1987) which uses an artificial intelligence
approach to discovering causal structure. The reader can
peruse the Proceedings from the Conferences on Knowledge
Discovery and Data Mining to pursue this are further. An
explicit reference for a recent conference is Agrawal, et al.
(1998).

4.0 Statistics and Data 
Analysis

...all statisticians share, to a greater or less degree, a
severe stress of a kind that could produce split person-
alities. They must work with numbers, and usually
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with other symbols, that are to be manipulated accord-
ing to clearly established rules; they must be happy
with the sorts of (mathematical) manipulations that are
probably the most secure things in human life, are,
consequently, also the most rule-bound. At the other
extreme, they must, at almost the same time, be honest
in assessing the uncertainties of their final results. In
the latter they cannot be satisfied with allowance for
only the likely size of ‘sampling errors’, a task with
which routine manipulations can often help them; they
must, most particularly and responsibly, make explicit
allowance for the likely size of the ‘nonsampling errors’;
for the extent to which the data given to them was nei-
ther what it purported to be nor what it ought to have
been. No other profession must support itself over so
wide a span from security to insecurity.

[Tukey, 1965, pp.23-24.] 

Statistical practitioners have known for a long time
that, prior to using the methods that most textbooks
emphasize, there is a very important and largely
neglected phase of activity which Fisher called spec-
ification and which has also been called model iden-
tification. This involves informal techniques of
analysis of data, many of them graphical, aimed at
looking at data in a preliminary and exploratory way
in order to help understand what questions should
be asked and what tentative models might be enter-
tained. Until recent years, however, this process was
regarded by the majority as not entirely respectable.
Like the black art, it was widely felt that it should be
conducted, if at all, only behind closed doors.
It was a stroke of genius to realize that to render ‘a
deed without a name’ respectable, you should name
it (or perhaps I should say rename it), and we are all
grateful for the name ‘Data Analysis.’

[Box, 1979, p.3.]

There are many definitions of statistics, but most fail to
adequately capture the interplay of data, theory, context,
and technology. Today, statistical practice is profoundly
affected by resources for statistical computation, visual dis-
play, and access to databases. 

Statisticians have not been perceived to address the
informal activities of data analysis. Although these activities
are largely undocumented in the statistical literature, many
statisticians have been concerned with data analysis. In this
section, we provide some selected references to broad views
of data analysis and statistics as expressed by leading sta-
tisticians.

Much of what statisticians do in practice has not been
formalized. Attempts to formalize, in an expert system,
what a statistician does in building regression models have
failed (Gale, 1986). It is recognized by statisticians that for-
mal theories of statistical inference do not capture the
major aspects of what statisticians do in solving problems.
Savage (1981) indicates that the lack of a formal theory
should not inhibit what the statistician does. For example,

while randomization has no place within the Bayesian the-
ory of inference, Savage would recommend continued use
where appropriate.

Tukey had a major influence on the theory and practice
of statistics. Two volumes of his collected works (1986a,
1986b) are devoted to the philosophy and principles of
data analysis. The volumes contain many important
insights, guidelines, and principles for the practicing statis-
tician. 

Dempster (1981) introduces the term ‘functional statis-
tics’ for integrating the technical tools of statistics with the
subject. He notes that only technical statistics is taught to
the statistician. Functional statistics are seen only in case
studies of applications.

Mallows and Walley (1980) attempted to develop a the-
ory of data analysis by analyzing case studies. Although
they were unsuccessful, they did produce some guidelines
for data analysis and identified the need for ‘strategies’ for
approaching statistical problems in contrast to ‘tactics’, i.e.,
the choice of specific methods. 

The relation of statistical theories of inference with data
analysis as part of a global view of statistics is discussed in
Diaconis (1985). This broad view of statistics is, unfortu-
nately, not reflected in textbooks.

Cox (1981) describes theory and general principles of
statistics; by theory, he does not mean formal mathematical
theory. These principles are expanded in Cox and Snell
(1982) where useful guidelines, examples, and strategies
for the statistical analysis of data are provided. His recent
paper (1997) describes his views of statistics.

Chatfield (1988) provides guidelines for problem solv-
ing in statistical context with worked examples in a gradu-
ate level text for a course in problem solving.

The paper by Glymour, et al. (1996) specifically
addresses the data mining community and discusses some
of the recent advances in statistical data analysis.

Statistics interfaces with the development of computer
algorithms, machine learning, neural networks, and artifi-
cial intelligence search algorithms. In particular, Ripley, in
his book, Pattern Recognition and Neural Networks (1996),
describes the statistical foundations and performance
assessments of methods developed in different areas. His
attitude is exemplified by the following comment: “statis-
tics encompasses what the community of statisticians do,
of whom your author is one!” (p.3) Clearly, Ripley identi-
fies himself as a statistician; data mining is not an entry in
the index of his 1996 book. 

In summary, statistics and data analysis have formal the-
ories and informal principles and guidelines. Unfortu-
nately, it is no surprise that many data miners who are not
trained in statistics, and even some statisticians, do not
have any appreciation of the potential for statistics since
they have no acquaintance or awareness of the broader
view of statistics that is not often taught or reflected in text-
books.
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5.0 Opportunities for 
Statisticians in the 
Analysis of Non-
Experimental Data in 
the Pharmaceutical 
Industry

Before the availability of software packages for the analy-
sis of data, most applied statisticians found themselves
writing algorithms to perform analysis. In the last 30 years,
the availability of user friendly software for analysis has
freed the statistician to participate more fully in problem
formulation, and the interpretation and reporting of
results. But, in the pharmaceutical industry today, the data
from various functional areas reside in databases that may
be readily accessed or may be difficult to access, and may
have accumulated over time from different sources with
changing conventions and structures and differing levels of
quality. The development of databases and their mainte-
nance is falling into the Informatics and Bioinformatics
areas with the result that the statistician now needs to
obtain access to these databases. Now, with the large
amounts of data that are available for analysis or ‘mining’,
the statistician needs to develop algorithms to access the
data or to collaborate with computer scientists to develop
these algorithms.

5.1 Drug Discovery and 
Preclinical Development

From discovery through development, there is a per-
ceived need to integrate data and reports from multiple lab-
oratories in discovery and preclinical development.
Investments are being made in the development of stan-
dards for data collection and retrieval in basic science and
development laboratories and for the integration of data
with output from, for example, high throughput screening,
genomics, toxicology, pharmacology, etc...  Data ware-
houses are in development with data from these diverse
sources. But the access for the statistician is now often more
difficult because the development of these data repositories
is led by the Informatics and Bioinformatics areas. The next
step within these areas has been to develop algorithms for
access and preprocessing and then to attempt to run analy-
sis algorithms against the reduced data sets. Statisticians
can contribute greatly to the discovery organizations
through collaboration on issues of database structure, stor-
age, and access and the identification of patterns, com-
monalities, and important relationships. 

The issues that face the pharmaceutical industry and
others can be illustrated from the current developments in
the areas of the analysis of microarray data for gene expres-

sion arising from the gene chip and functional genomics
data. In general, we note that these analyses are falling
under the Bioinformatics rubric and are supposedly auto-
mated with the use of available software. Much of the soft-
ware incorporates ‘black box’ preprocessing to reduce the
databases to manageable sizes and then implements clus-
tering and classification methods, generally using available
software. 

The analysis of gene chip microarray data is based on
clustering and classification methods and methods for out-
lier detection. Extensive preprocessing of raw data is per-
formed to reduce the dataset to a manageable size before
the application of classification and analysis techniques. In
the analysis of gene expression data, the extraction of sig-
nal from noise, for example, and the evaluation of the rela-
tionship of the observed pattern of expression to disease
states require statistical collaboration. The issues that have
to be addressed are described in Weir (2000) and Wong
(2000). Specific statistical considerations with respect to
the error structure are examined by Wittes and Friedman
(1999). Lander (1999) notes that:

Computational scientists working in the field of ‘data
mining’ have devised a dizzying assortment of tech-
niques for clustering, predicting and visualizing pat-
terns in high-dimensional space - most based on
inherent assumptions about the types of patterns to
be found. Empirical exploration will be needed to
flesh out which types of datasets and analytical tools
will be most fruitful for biology. (p.4).

He then raises the question of “How well can causation
be inferred from correlation?” (p.4) Since much of the
accumulating genomics data arises from non-experimental,
attention also has to focus on the assessment of causality
from a statistical perspective (cf., Freedman, 1999). 

Toxicology studies that include both animal safety and
toxicokinetics study as well as carcinogenicity studies are
routinely carried out for all compounds that are planned
for development. These studies, that incorporate placebo
groups of animals, are often done in the same species using
standard designs. Opportunities to study species effects in
the placebo groups across multiple studies as well as to
examine class effects within the same species can be
exploited using statistical approaches for pooling data
across studies from the ‘data warehouses’ that are now
being created by many companies.

Similarly, the results of genetic toxicology studies can be
explored across classes of compounds with appropriate
pre-planning and standardization.

5.2 Clinical Drug Development

In the clinical drug development area, the statistician
plays a leadership role in the development of data collec-
tion forms, the details of the implementation of the trials,



Biopharmaceutical Report, Fall 2000 7

and standards and conventions for data processing and
reporting from the trial, as well as monitoring of the con-
duct of the trial. Such a role places the statistician in a
unique position to understand, access, and analyze the
resulting data from a trial with all of its idiosyncrasies. 

In the pharmaceutical industry, however, the regulatory
paradigm makes it difficult for the statistician involved in
clinical drug development to engage in exploratory analy-
sis activities. Regulatory approvals require carefully
planned clinical trials, the planning of which includes
detailed plans for statistical analysis of the data. In this set-
ting, the role of the statistician is often viewed as limited to
the confirmatory arena. This perception of the role of the
statistician as narrow and limited to the design of clinical
trials to meet specific objectives by specifying hypotheses
and sample sizes, testing of hypotheses, and conduct of
preplanned data analyses can be frustrating for the statisti-
cian. Any analysis plan should include strategies for the
examination of the underlying data, analytical assump-
tions, and for handling surprises. This latter situation
allows the clinical trials statistician the opportunity to
explore the data for understanding. Certainly, when an
untoward surprise occurs, the expectations from all who
are involved are that the data and results be explored and
“explained”. While such analyses are unlikely to yield reg-
ulatory approval, insights are obtained to further develop
that compound to address the issues or to aid in the devel-
opment of subsequent compounds. Cochran’s work on the
planning and analysis of observational studies is relevant
(1982, 1983, 1985).

There are many instances in which investigators have
interests that go beyond the planned purposes of the clini-
cal trial or collections of clinical trials. Data are costly to
collect and process, and, often, the primary results will
make it very difficult and possibly even unethical to con-
duct additional trials that might shed light on etiology,
treatment interactions, and subgroup effects. In addition,
new hypotheses can be explored in existing datasets.
Therefore, it seems reasonable to consider the use of data
for purposes beyond the original intent of a regulatory sub-
mission. The statistician is in a position to contribute
greatly to these activities, which are often carried out by
functional groups distinct from statistics with minimal, if
any, input from statistics.

Many data miners view their purpose to be the analysis
of large databases to identify interesting associations and
relationships in databases accumulated for other purposes.
The purview of Outcomes Research has included analyses
of secondary endpoints beyond the scope of the original
trial, and analysis of large databases from clinical trials and
marketing studies to identify interesting associations and
relationships for other purposes. Many of these analyses are
carried out to develop marketing claims. Since these efforts
are for marketing purposes, data mining approaches have
been used. There is an opportunity for statistical thought
and approaches to evaluate the credibility of the claims of
the data mining exercises. 

Meta-analyses of clinical trials for a given indication are
being carried out in increasing numbers in order to gather
strength across trials. Can we generate new hypotheses for
further study? Can we provide definitive answers to new
questions? Can we go beyond the original goals of the indi-
vidual studies to examine, for example, subgroup effects?
Or, should we restrict ourselves to designing meta-analyses
prospectively? Certainly those of us who are involved in
metanalysis consider that it is reasonable to do additional
analysis of the existing data in new ways. Many of the
issues involved in any metanalysis (cf, Friedman and Gold-
berg, 1996) are statistical in nature including the choice of
fixed or random effects analyses. 

Many companies, today, have major strategic interests in
specific therapeutic areas and/or disease indications. They
have accumulated data from multiple trials, often in the
same class of compound, that can be combined to provide
relatively large datasets for the identification of possible
new risk factors or other aspects of the diseases under
study or the compounds. The opportunity to study placebo
behavior across trials for the same disease entity is also
available. Because the patients were accumulated in
prospective trials, the opportunities to gain information
from combining data that were collected under defined
protocols should be exploited. cardiovascular disease,
hypertension, obstructive airway disease, and cancer are
just several of the areas that would be amenable to further
analyses across trials. Potentially, new marketing claims
could be identified through such analyses. regulatory agen-
cies, and, in particular, the U.S. F.D.A., are in the unique
position to expand these types of analyses to study placebo
effects, effect sizes, and prognosis for various disease indi-
cations and compound classes. These latter data sets would
likely begin to approach large sizes.

While the individual clinical trial is generally at most
modest in size, although some mortality trials may include
20,000 or more patients, collections of trials begin to
approach large databases and certainly contain many of the
problems associated with collections of data from multiple
sources. 

The monitoring of accumulating safety data from clini-
cal trials programs also often falls under the purview of
safety and surveillance or pharmacovigilance organizations
that are functionally separate from statistics and often from
the clinical development organization as well. What is a
trend with respect to the occurrence of an adverse event?
What is an unexpected increase in the occurrence rate of an
adverse event? Statisticians, again, are uniquely qualified to
collaborate in the activities that surround the evaluation of
accumulating data. They have, as part of their skills, the
ability to assess the completeness of the underlying data,
sources of bias, likelihood of the observed results under
varying assumptions, etc. and therefore can contribute
meaningfully to the ongoing dialogue regarding risk versus
benefit of any product. (We are leaving aside issues
involved in maintaining the blind in randomized trials that
we believe can be as effectively managed with an internal
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data safety monitoring board, when such a board is appro-
priate, as with an external board.)

The analysis of safety during the drug development
process generally results in an integrated summary of safety
that follows a prescribed format for regulatory approval.
Much of the reported analysis is generally descriptive with
statistical testing used to screen for potential problems. No
adjustments for multiplicity are generally used to be con-
servative. The data are summarized across dosage regi-
mens, demographic groups, types of studies. In these
summaries, in the portion that summarizes the clinical trial
experience, the populations at risk are known and the con-
trolled and uncontrolled trials can be summarized. What
more could be learned from such data were we to use some
of the tools of exploratory data analysis, pattern recogni-
tion, etc? 

5.3 Postmarketing Surveillance

When we enter the area of postmarketing surveillance,
the data regarding adverse events generally arise from
spontaneous reporting. In this case, as we are all aware, the
information surrounding the report is sparse at best and
subject to reporting biases and lacking meaningful denom-
inator data. Each company engages in mandated surveil-
lance for all of their products and regulatory agencies
receive reports of serious events. How to screen these data-
bases at the product level and at the regulatory level (for
class effects) is a complex, difficult problem. The separation
of signal from noise in routinely maintained databases is an
area of heightened interest and activity and is an area for
statisticians to contribute. Similar issues arise in the specific
case of Pregnancy Registries that have been developed with
the specific focus of identifying maternal and child adverse
experiences associated with compounds.

The F.D.A. maintains a very large spontaneous reporting
database of serious adverse events. DuMouchel (1999)
used what he calls “Bayesian data mining” to screen for
possible drug-adverse event associations in this database
across all approved compounds. While he considers the
search for interesting cells in large, sparse tables to be a data
mining task, his approach is essentially statistical in nature
with the objective of identifying potential increases in
adverse reactions associated with a compound. The limita-
tions of the approach are discussed in his paper and in
comments by O’Neill and Szarfman, Louis and Shen, and
Madigan. 

Many assumptions and conventions are required to
implement the several approaches to the identification of
interesting cells. These assumptions themselves could
influence the selection of cells. Of interest, is the compari-
son among the various approaches and the statistical dis-
cussions of the properties of the techniques. The influence
of the conventions chosen to select the data for inclusion
are not evaluated nor is any weight given to relative sever-
ity of the included serious adverse events. In particular,

small cells and infrequently occurring events would be dif-
ficult to detect with these procedures. The influence of
varying the selection criteria for inclusion of cells on the
results should be evaluated. Biases in the selection
processes that give rise to the data in the spontaneous
reporting database, along with trends in reporting, rela-
tionship of reporting “rates” to time on market and nature
of the compound, etc. have potentially more serious
impact on the results. 

6.0 Summary
We agree with Cortes and Pregibon (1998) that “data

mining differs from ‘traditional’ data analysis on one single,
but important dimension, scale” (p.174). If the major dif-
ference between KDD/data mining and statistics/data
analysis is the focus on “huge datasets” and the notion that
analysis process can be automated, then, why not call
KDD/data mining, data analysis of massive datasets? Why
are the statistical software packages, SPSS, Splus, SAS,
being marketed for data mining since they, at the present
time, lack the capabilities to handle massive datasets
regardless of machine capacity? Obviously, the vendors
believe that’s where the money is. 

We are truly impressed that a small group of people
who sponsored the first conference on KDD were able to
bring together professionals from the disciplines of statis-
tics, machine learning, artificial intelligence, and database
management and exploit the hype generated in the busi-
ness community by the term ‘data mining’. These same few
individuals started a journal in 1997, Knowledge Discovery
and Data Mining, formed a new special interest group in
the ACM (Assoc. for Computing Machinery) with a publi-
cation called SIGKDD Explorations and a website (see
above).

The major issue for statisticians is that this same hype
has resulted in the perception outside the statistical com-
munity that data mining is the first choice for the analysis
of all datasets regardless of size. Furthermore, many sup-
porters of the data mining viewpoint persist in viewing sta-
tistics in a very narrow context and, essentially, irrelevant
to their problems. 

Therefore, the real loss to business, academia, and gov-
ernment is the statistical expertise in the planning and
process of data collection and management, planning for
the integration of databases, relevance to the subject mat-
ter, awareness of pitfalls and biases arising from multiple
sources of data, analysis and credibility of interpretation of
results.

In addition, the information technology professionals
are trying to use this hype to establish their position in the
business and academic communities to be the leaders in
providing data warehouses and data mining tools for
analysis by all. And statistics will be used, as the drunk
uses the lamppost, more for support than illumination.



Biopharmaceutical Report, Fall 2000 9

And statisticians will become the mop-up squad after the
fact. 

For example, about 20 years ago, one of us was asked to
consult on the following problem. A radiologist had data
and was having no success in differentiating cells that were
exposed to ultrasound from those that were not exposed.
When we met, he mentioned his strong conviction that the
exposed cells differed from those that were not exposed
and he asked that I look at his data. Before I would look at
the data, I asked for the basis of his conviction. He then
showed me a motion picture of cells before and after expo-
sure to ultrasound. The visual evidence from the film was
striking. The exposed cells were moving much more slowly
than the unexposed cells. He then told me that he was told
by a representative of a regulatory agency that these results
had to be quantified. I then asked him if the dynamics of
motion were captured in his dataset. He had purchased a
software package that automatically extracted features of
the cells. I then looked at his data and noted that the
dynamics of motion were clearly not included and sug-
gested that he capture this information before I would
attempt to collaborate with him on the development of
classification rules.

The report of the Working Group on Biomedical Com-
puting (1999) suggested that a program should be
“directed toward the principles and practice of information
storage, curation, analysis, and retrieval (ISCAR)”. From
the section on clinical trials, the group notes that “from the
statistician’s perspective, some problems that are labeled
computational are really problems of the analysis of com-
plex data. That analysis requires computational support,
...challenge is to create appropriate analytical tools...cer-
tainly the case with genetic array data...”

Statisticians/data analysts need to be more proactive in
providing a more holistic view of their role and expertise
for collaboration with subject matter experts. In addition,
statisticians should be collaborating with computer scien-
tists in the development and scale-up of algorithms for
searching and analyzing large datasets as well as finding
ways to bypass the need for building data vaults with the
exorbitant costs and overhead to obtain the keys to access-
ing the contents. 

Postcript

John Tukey’s obituary (New York Times, July 28, 2000)
describes him at “one of the most influential statisticians
of the last 50 years and a wide-ranging thinker credited
with inventing the word ‘software’...He was 85.”
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Letter from the Chair

Thomas Capizzi

I believe that I will get one more crack at this column
when as outgoing chair, I will describe more fully the state
of the section. For now, I’ll content myself with summariz-
ing some recent section activities.   

2000 FDA-Industry Workshop

I am writing this column a few days after the 2000 FDA-
Industry Workshop on Statistically Sound Decision Making
at the Bethesda Md. Hyatt-Regency. This workshop which
is cosponsored by the section and the FDA Statistical Asso-
ciation  was a resounding success with a record attendance
of over 360 attendees.  This probably means that the con-
ference will  probably lose more money than last year as a
result of the labyrinthine ASA revenue sharing rules..  

Nearly all of the credit for this conference goes to the co-
chairs, Greg Campbell and Sandy Heft, and the sixteen
individuals that they recruited to serve on the program
committee. The workshop committee planned 11 highly
relevant sessions that featured presentations from govern-
ment, academic and industry speakers on topics covering
statistical policy, methodology, applications and consulting
skills. The remaining credit goes to the ASA meetings
department, in particular Elaine Powell and Linda Minor,
for their excellent local arrangements and flawless registra-
tion.  I hope that the attendees feel that they made a sound
decision in attending. I look forward to next year’s meeting
which  is tentatively scheduled for the first week in Octo-
ber at the same location.

In my view, this workshop has become the premier
model for Industry-Government interaction and others are
taking  notice.  Greg and Sandy have been recently asked
to submit a number of papers from the workshop for pub-
lication in the Drug Information Journal.  They are cur-
rently working with the presenters to prepare papers for
submission So if you could not attend, you will have the
opportunity to read some of the papers.   

JSM 2000

Speaking of presentations, all of our JSM sessions,
roundtable luncheons, and sponsored short courses were
well-received. Nearly all of the sessions that I attended were
standing room only which clearly indicates the great inter-
est that our sessions generate.  Thanks go to Bob Small for
organizing the sessions and short courses and to Lucas
Makris and Keith Soper for organizing the roundtable lun-
cheons. I also want to thank Doug Faries and Viswanath
Devanarayan for coordinating the Best Contributed Paper
Presentation Competition.   

Our JSM mixer and business meeting was also well
attended with well over 100 attendees who took this
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Section News

opportunity to socialize, learn about section activities, and
to congratulate our 1999 Best Presentation and 2000 Best
Student Paper winners (see related articles).

Newly Elected Officers

Congratulations to our newly elected officers for 2001:
Bob Small, Chair Elect; Tuli Cnaan, Council of Sections
Representative; Demissie Alemayehu, Publications Officer;
and Len Oppenheimer, Program Chair-elect.  Len is already
planning for the 2002 scientific program so please contact
him with your suggestions 

Finally, if you have not already done so, I encourage you
to get actively involved in our section’s activities. You can
get involved in a wide range of activities.  Some examples
include serving on one of our standing committees like
membership, joining the FDA-Industry workshop program
committee, chairing a JSM contributed paper session, etc..
If you are willing to participate more formally in our activ-
ities, please contact Jeff Meeker, the 2001 chair or myself to
get on our volunteer list. If we can’t find a place for you
now, you can rest assured that you will remain on our list
until we can find a mutually satisfactory appointment. 

Minutes of ASA
Biopharmaceutical Section

Executive Committee Meeting
August 15, 2000

Attendees: Tom Bradstreet, Greg Campbell, Katherine
Monti, Bob Small, Sally Greenberg, Jeff Meeker, Tom
Capizzi, Keith Soper, Demissie Alemayehu, Sandy Heft,
Ram Suresh, Len Oppenheimer, Bruce Binkowitz, Steve
Snapinn, Avital Cnaan.

The invited & contributed sessions, short courses, and
luncheon roundtables were all well received. We were
granted an all time high of four invited sessions. The topics
of the invited sessions were: Methods of Time to Recurrent
Events Analysis, Topics in Health Economics, Methodological
issues in Meta-Analysis, and, What’s new in the Statistical Eval-
uation of Pulmonary Drugs. We sponsored three Topic Con-
tributed Sessions and had a total of seven Regular
Contributed sessions. Two short courses, Statistical Meth-
ods in Modern Molecular Biology given by E.Lazaridis,
P.Gieser & G.Yanev, and, Equivalence Trials: Statistical
Issues given by K.Ghosh, N.Biswas & I.Chan were also
sponsored. 

For the 1999 ASA Biopharmaceutical Section best con-
tributed paper awards, R.A. Railkar (first place), N.R.Bohi-
dar (second place) and L.Helms (third place) were

announced as the winners. All the papers submitted for the
2000 ASA biopharmaceutical student paper competition
were of very good quality. Five participants, J.Bryan (Univ.
California, Berkeley), Z.Shang (North Carolina State
Univ.), V.Somayaji (Pfizer), D.Yu (Univ. of Michigan) and
Q.Yu (Quintiles), were chosen for the awards.

Sandy Heft and Keith Soper reported progress to date
for the 2001 program. The Biopharmaceutical section has
been given 4 invited sessions for JSM 2001. Eight potential
topics have been received by Soper, and four will be cho-
sen after consultation with Biometrics, ENAR and WNAR
in order to avoid overlap. Input on these topics from the
executive committee members will also be used in the
determination of the final four topics. No proposals for
short courses have been received yet. At the 2001 ENAR
meetings, two sessions will be sponsored by the Bio-
pharaceutical section. In addition, we will be the cospon-
sor of three sessions.

The ASA proposal to produce a searchable CD ROM
that will include proceedings from all sections was
endorsed by the executive committee. The committee also
suggested an alternative price to that suggested by the ASA. 

The last issue of the Biopharmaceutical Report was well
received. The Fall issue to come out in September and the
last issue of 2000 to come out in December.

The web site is up to date as of August 15,2000. The
only part that is not updated is the mailing list. Need to
acquire membership list from ASA.

Bob Davis (Chair 2001), Bob Starbuck (2001-2002),
Christie Chung-Stein (2001-2003) have been appointed to
serve in the ASA Fellows committee.

The Biopharmceutical Section has four offices up for
election in 2001: Section Chair for the year 2003 (Chair-
Elect in 2002 and Past-Chair in 2004),  Program Chair for
the year 2003 (Program Chair-Elect in 2002), Secretary-
Treasurer for the years 2002-2004, Council of Sections
Representative for the years 2002-2004. Recommendations
for candidates have come from the ASA office and directly
from the membership (one apiece), and these potential
candidates were carefully considered. A proposed slate of
candidates will be finalized after discussions with the cur-
rent and future Section Chairs.

Sally Greenberg presented the budgeted versus esti-
mated revenue/expenses as of 6/30/2000. We are on target
at this point with respect to revenue.

Bruce Binkowitz of the membership committee updated
the executive committee on the priority of needs. The first
priority will be the development of a new survey of mem-
bers as an update to that done in 1996. The committee
agreed with this, and suggested we look into using the
internet as well making the survey shorter than the previ-
ous one. The second priority concerns determining the
value, and creating incentives, for why an individual would
want to join the section, and also why a corporation would
want to sponsor the section. Discussion then ensued on the
difficulty of getting an electronic listing of all members
from ASA. Tom Capizzi will work with the ASA office in an
attempt to resolve this issue.

Tom Capizzi discussed the revisions that he/Jeff Meeker
made to the Manual of Operations. In general, the execu-



Joint Statistical Meetings
Best Contributed Paper
Awards

Denise J. Roe

At the Biopharmaceutical Section Business Meeting
and Mixer held during the Joint Statistical Meetings, the
winners of the 1999 Best Contributed Paper competition
and the 2000 Student Paper competition were announced.
The Best Contributed Paper Award was established to
encourage quality presentations in section sponsored con-
tributed sessions. The 1999 award winners were based on
ballots distributed during the 1999 JSM in Baltimore,
Maryland. The winners and their papers are:

First Place: Radha A. Railkar, Temple University, “A
Simultaneous Testing Strategy for Comparing Two Treat-
ments in a Stratified Binomial Trial” Co-authors: Devan V.
Mehrotra and Boris Iglewicz.

Second Place: Norman R. Bohidar, Merck Research
Labs, “A Comparison of Approaches for Analyzing Longi-
tudinal Data when the Range of Baseline Scores is
Restricted” Co-authors: Duane Snavely, Joseph Pigeon, and
Zhongxin Zhang.

Third Place: Laura Helms, University of North Carolina
Chapel Hill, “A Comparison of Multiple Imputation and
Traditional Missing Data Methods in Clinical Trials” Co-
author: C.E. Davis.

The goal of the Student Paper Competition is to encour-
age the study of statistics and its practice in the biophar-
maceutical industry and to increase student participation in
the section’s programs and activities at the annual JSM. The
2000 award winners were selected in a blinded manner by
a committee of section members (Avital Cnaan (chair),
Thomas Bradstreet, Christine Clark, and Sanat Sarkar). The
five winners and their papers are:

Jennifer Bryan, University of California Berkeley, “Gene
Expression Analysis with the Parametric Bootstrap” Advi-
sor: Mark J. van der Laan, University of California Berkeley

Zhe Shang, Agouron Pharmaceuticals, Inc., “Expected
Survival Based on the Proportional Hazards Model” Advi-
sor: Anastasios Tsiatis, North Carolina State University

14 Biopharmaceutical Report, Fall 2000

tive committee generally supported the revisions and asked
for clarity with respect to the program chair responsibili-
ties. 

Jeff Meeker announced the following 
appointments:

� Executive Committee (2001-2003):
Anne Cross, Tom Bradstreet

� Associate Editor, Biopharmaceutical Report 
Neal Thomas

� Fellows Committee
Bob Davis (Chair 2001)
Bob Starbuck (2001-2002)
Christie Chung-Stein (2001-2003)

� Student Paper Committee
Tom Bradstreet (chair),
Sanat Sarkar, Christie Clark

� Webmaster
Kalyan Ghosh

� Mail list Coordinator
Sally Greenberg.

Note: Tom Capizzi will schedule a transition meeting in
the month of October. More detailed minutes will be
posted on the section’s web page after Executive Commit-
tee review and approval during this meeting

2001 ASA Election
Candidates

Steve Snapinn

The Nominations Committee announces the following-
candidates for Biopharmaceutical Section Offices in the
2001 election.

� Chair-Elect:
Samuel M Heft, Schering-Plough Research Inst.
Nancy D. Smith, Food and Drug Administration

� Program Chair-Elect:
Stacy R. David, Lilly Corporate Center
Mani Y Lakshminarayanan, Centocor, Inc.

� Secretary/Treasurer:
Kalyanbrata Ghosh, Merck & Company, Inc.
Lukas Makris, BioCor, L.L.C.

� Council of Sections Representative:
Kay Larholt,  Pharmaceutical Research Inst, 
Johnson & Johnson
Naitee Ting, Pfizer Global Research & Development
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Veena Somayaji, Pfizer, Inc, “Marginal Analysis of Mul-
tivariate Mixed Discrete and Continuous Responses with
Clustering” Advisor: Mark Becker, University of Michigan

Daohai Yu, University of Michigan, “Analysis of Inter-
val-censored Time-to-event Data with a Marked Observa-
tion Process” Advisor: Robert Wolfe, University of
Michigan

Qifeng Yu, Quintiles, Inc., “Parametric Bootstrap Based
Inference in Linear Mixed Effects Model with AR (1) Cor-
related Data” Advisor: Shie-Shien Yang, Kansas State Uni-
versity

Congratulations to each of the winners. For more infor-
mation about these competitions please contact the Bio-
pharmaceutical Section through http://www.amstat.org or
directly at http://www.best.com/~asabp/. 

Note: The above was also submitted to the Amstat News

2000 ASA Fellows
A. Lawrence Gould

The following members of the Biopharmaceuti-
cal Section have been elected fellow of the
ASA:

Paula K. Roberson, Professor and Director,
Division of Biometry, University of Arkansas: For
excellence as a statistical collaborator in clinical
research; for fostering of statistical consulting and
education; and for service to the profession.

Frank W. Rockhold, Vice President and
Director, Biostatistics and Data Sciences, SmithK-
line Beecham Pharmaceuticals R&D: For excel-
lence in leadership in the application and
promotion of statistics in the pharmaceutical
industry; for administration and development of
statisticians; and for promoting industrial 
support of academic programs in statist ics.

Edward F. Vonesh, Jr., Technical Director of
Biometrics, Baxter Healthcare Corporation: For
contributions to the theory and application of
models for the analysis of repeated measure-
ments, especially nonlinear mixed-effects models;
for excellence in collaborative research in health
care; and for service to the profession.

Congratulations to all.

Our 2001 fellows committee will be chaired by
Bob Davis who will be assisted by Christy
Chuang-Stein and Bob Starbuck. Their mission is
to facilitate the fellows nomination process for
deserving section members. To this, they need
your support in suggesting potential fellows and
in helping out with nominations packages.  So
please contact them with your recommendations
or comments.  

The 24th Annual Midwest
Biopharmaceutical
Statistics Workshop
James Nezamis

The 24th Annual Midwest Biopharmaceutical Statistics
Workshop will be held on the campus of Ball State Uni-
versity in Muncie, Indiana, on May 21-23, 2001. This
workshop is co-sponsored by the Biopharmaceutical Sec-
tion of the American Statistical Association. A preliminary
program will be available in December, 2000. For more
information contact: 

James Nezamis, Publicity Chair
Quintiles Inc.
e-mail james.nezamis@quintiles.com
phone: (816) 767-3849

Ken Gerald, Workshop Chair
Applied Logic Associates Inc.
e-mail kgerald@alogic.com
phone: (713) 529-4747 ext 170

Mir Ali, Local Arrangements Chair
Ball State University
e-mail mali@wp.bsu.edu
phone: (765) 285-8670.
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